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Industry Summary 
 
The overall objective of this research project was to identify available technologies that can rapidly, and 
accurately, assess pig body weight at market.  In order to complete the objectives, the research team; 
validated the accuracy of multiple commercially-available products designed to capture pig weights, 
developed a unique methodology to assess pig body weight using stereo vision cameras and advanced 
image processing, and determined if any of the available technologies are more effective at assessing 
pig body weight compared to visual evaluation by animal caretakers. The available pig weight 
assessment methods included in this study were: visual observation by an animal caretaker, a walk-
across platform scale (CIMA; Correggio, Italy) that captures weights of pigs in real-time as they move 
freely over the scale, PigVision cameras (Asimetrix Inc.; Durham, NC) mounted directly above pens of 
pigs and a novel, handheld, portable RGB & stereo vision system (developed by the researchers) which 
uses images from various angles.  In the first study, a trained individual estimated the market weight at 
two sites which included approximately 1,000 pigs. In addition, both RGB and depth data were collected 
from these pigs using the novel handheld device. A 16-week study was then conducted to determine the 
accuracy of PigVision cameras over time from placement to market. Cameras were mounted above 12 
pens and each pen contained 8 pigs. Weights were validated every two weeks using a calibrated pen 
scale. A final study using 91 pigs at market weight compared the accuracy of visual evaluation, the walk-
across scale, PigVision cameras and the stereo vision system developed by the researchers.  
 
In the first study, a trained individual selected pigs estimated to be market weight at two sites. At site 
one, visual evaluation of 468 pigs had an accuracy of 84.4%, site two with visual observation of 522 pigs 
and an 82.5% accuracy. Accuracy was measured by whether the pig was marked correctly in the market 
weight range after the pig was weighed on a calibrated scale. When testing the accuracy of PigVision 
cameras over 16 weeks it was found that this system was less accurate for pigs weighing approximately 
70 pounds (87.7%) than pigs weighing approximately 275 pounds (96.6%). A comparison of all methods 
at marketing of 91 pigs it was found that the walk-across scale provided the most accurate weights 
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(98.2%), visual observation was the least accurate (88.2%), while PigVision provided a 96% accuracy. 
Using the RGB and depth data collected using an Intel RealSense camera from these pigs, our proposed 
method created pig weight estimation models using various data. Our best estimation of pig weight was 
within 20 pounds of actual weight but had a  𝑅𝑅2 value of only 0.4167.  This prediction was not as 
accurate when compared to the linear regression model using heart girth to predict weight with a 𝑅𝑅2 
value of 0.8621.   
 
Human observation is the chosen method in many operations today yet offers the lowest accuracy. The 
walk-across scale is easy to operate but requires tactical animal movement. PigVision is the least 
arduous option, provides constant data, but does require some maintenance. The research introduced a 
new method to predict pig weight at market using angle-agnostic measurements.  The research also 
improved rapid pig body weight estimation methods by combining both deep learning outputs and 
handcrafted features to provide economic benefits to swine producers through the development of a 
novel, handheld, mobile technology.  Further work characterizing pigs of a larger weight range would 
improve the accuracy of the prediction models developed by these researchers.  
This work was funded by the National Pork Checkoff. If you have further questions about this research 
please contact Jonathan Holt, PhD, Extension Swine Specialist at North Carolina State University. 
jpholt@ncsu.edu or 919.515.4805. 
 
Key Findings 

• Visual evaluation of pigs was the least accurate method to determine market weight of pigs 
• A commercially-available, mounted camera system was over 95% accurate at detecting market 

weights of pigs 
• Development of an angle-agnostic, computer vision method estimated pig market weights 

within 20 pounds of actual weight 
 
Key Words 
Pig weight, camera, technology, swine, computer vision 
 
Scientific Abstract 
Body weight measurement of pigs is essential for monitoring performance, welfare, and overall 
production value. Substantial economic and production losses occur when marketed pigs are too heavy 
or too light. Direct weight measurement provides the most accurate results; however, it is time-
consuming, often leads to increased animal stress, and decreases overall production performance. 
Additionally, common subjective visual evaluations, even when conducted by an experienced caretaker, 
lack consistency and accuracy. Optical sensing systems using 3D cameras have been proposed as 
alternative methods for estimating pig weight, but studies examining these systems only focus on top-
view images. A multitude of methods have historically been tried and evaluated in terms of accuracy 
and practicality. These include but are not limited to body measurements, individual or pen scales, 
human observation, and cameras. Ultimately, producers need a simple method that requires minimal 
human input, minimizes stress on the pig, and is accurate enough to reduce sort loss.  The objective of 
this study was to validate new weight measurement technologies and determine their usefulness on 
swine farms. Accuracy of three methods were evaluated: human observation, a walk-across platform 
scale (CIMA; Correggio, Italy), and PigVision mounted cameras (Asimetrix Inc.; Durham, NC). 
Additionally, the application of a novel, handheld, portable RGB & stereo vision system for estimating 
pig body weight rapidly using images from various angles was also evaluated.  In the first study, a 
trained individual selected pigs estimated to be market weight at two sites. Site one had 468 pigs and an 
accuracy of 84.4%, site two had 522 pigs and an 82.5% accuracy. Accuracy was measured by whether 
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the pig was marked correctly in the market weight range. In addition, both RGB and depth data were 
collected using an Intel RealSense camera from these pigs. Our proposed method then used maskRCNN 
for pig detection and region of interest (ROI) definition using the collected RGB data. The maskRCNN 
output was then applied to depth maps to compute cloud points for each region. A 3D generative model 
was used to identify latent features from each point cloud, which were then used to estimate pig 
weights. Three regression models (SVR, MLP and AdaBoost) were examined and compared to two 
baseline models (median prediction and linear regression between heart girth and weight).  Using 10-
fold cross validation MAE, all three models performed better than the median prediction model (MAE = 
27.109), but worse than the linear regression between heart girth and weight (MAE = 8.954).  Out of the 
three models under consideration, SVR performed best with an MAE of 20.440, and when tested on 
unseen data had an MAPE of 7.5442% and an 𝑅𝑅2 of 0.4167.  However, this still fell short when compared 
to the linear regression (heart girth and weight) baseline model (when tested on unseen data, MAPE = 
3.3468%, 𝑅𝑅2 = 0.8621).  A 16-week study was then conducted to determine PigVision camera accuracy 
over time from placement to market. Cameras were mounted above 12 pens. Weights were validated 
every two weeks. PigVision and the walk-across scale accuracy were measured by the difference in the 
recorded weight from the device and the calibrated scale weight. The accuracy for pigs that weighed 
32.7 kg (87.7%) was lower (P < 0.05) than the accuracy for pigs that weighed 117.5 kg (97.6%) or 125.7 
kg (96.6%). The overall accuracy from placement to market was 94.1%. A final study at market compared 
visual evaluation, the walk-across scale, and PigVision. A total of 91 pigs were weighed with each 
method. The accuracy for the walk-across scale was 98.2%. The walk-across scale did not register a 
weight for six pigs. Final accuracies were 88.2% for visual evaluation, and 96.6% for PigVision. Human 
observation is the chosen method in many operations today yet offers the lowest accuracy. The walk-
across scale is easy to operate but requires tactical animal movement. PigVision is the least arduous 
option, provides constant data, but does require maintenance. The research improved rapid pig body 
weight estimation methods by combining both deep learning outputs and handcrafted features to 
provide economic benefits to swine producers through the development of a novel, handheld, mobile 
technology.   
 
Introduction 
 
Weighing pigs can prove beneficial to a producer for a multitude of reasons including management, 
health status, and feed efficiency. However, it may be the most important when determining when to 
market pigs and which pigs to market first. Pigs are marketed based on the contract a producer holds 
with a packer, but producers are often rewarded a premium price if the pig falls within a predetermined 
weight range. If the pig falls below or above that weight range, they will lose money on a per hundred 
weight basis. This discount is referred to as sort loss. If the pig falls severely below the range, it is 
considered a cull and the plant may turn the animal outright. While discounts may seem small on a per 
animal basis, those discounts can quickly add up.  
 
Generally, live weight can be measured directly or indirectly.  A weight scale is used to access direct 
weight measurement.  Direct weight measurement requires the animals to be placed on a weight scale 
which can either be narrow and can only fit a single pig at a time or a bigger area that can fit multiple 
pigs at once.  Either way, caretakers have to manually herd the animals onto the scale or weighing area; 
this process demands intensive labor and causes unpredictable changes in feeding behavior.  
Additionally, stress experienced during the direct weight measurement process can lead to weight loss, 
anxiety and accidental death of the pigs.  The labor input requirement and the potential harm to the 
animals make direct weight measurement a costly process, especially for small producers.  
Consequently, direct weight measurement is not widely adopted by producers.  A more common 



4 
 

method utilized on farms is sending an experienced individual through each pen to “mark” the animals 
assumed to fall in the ideal market weight range (McBride and Key, 2003). This requires little movement 
for the animal but requires an experienced individual. However, the lack of sufficient research on sort 
loss makes it difficult to draw conclusions on human accuracy. Another indirect method for obtaining 
the weight is to use pig’s body dimensions (width, girth, and length) as a proxy for weight.  Previous 
studies have shown that there is a strong and meaningful relationship between pig body heart girth and 
live weight.  Studies have examined the relationships between live weight with body height, width, and 
length and concluded that compared to other body dimension measurements, girth was the most 
accurate estimator of body weight.  However, measuring pig body dimensions is another challenge 
itself.  Similar to live weight, body dimensions can be measured directly; but such a direct method is 
again laborious (though it may cause less harm and stress to the animals). 
 
All the aforementioned methods of evaluating live weight have their own error sources.  Inaccuracy of 
direct weight measurement with a weight scale can happen due to technical issues (such as calibration 
mistakes and human errors in reading weight values) or short-term factors (such as the animal water 
retention and gut fill).  The animal’s body water retention and gut fill varies during the course of the day; 
this variation can significantly fluctuate live weight values throughout the day.  Similarly, equipment 
errors and human errors can render inaccurate body dimensions measurements.  Finally, visual appraisal 
by experienced caretakers is unavoidably affected by human error and individual bias.  Due to the error 
sources, intensive labor requirement, and high implementation cost of the above methods, it is 
apparent that there is a need to develop a more refined and accurate indirect method of live weight 
measurement that can be widely adopted for commercial application. 
 
The relationship between body girth (and other body dimension measurements) and live weight 
motivated the utilization of computer vision technologies as a method for indirect weight estimation.  As 
early as 1999, researchers have been investigating cameras as a tool to evaluate pig weight (Schofield et 
al., 1999). Multiple camera options have been used; some two-dimensional (Wu et al., 2004; Pezzuolo et 
al., 2018), some three-dimensional (Konsgro, 2014). Previous research has also used image positioning 
variations between multiple angles, top-down, or side and used the images to extrapolate dimensions 
and predict a weight (Brandl and Jørgensen, 1996; Wang et al., 2008; Lu et al., 2018), some utilized 
existing algorithms for immediate weight results (Wu et al., 2004; Pezzuolo et al., 2018). In recent years, 
many private companies have introduced digital camera systems that boast the ability to predict live 
body weight using digital image data.  Some of these systems are Weight-Detect (PLF- Agritech Europe), 
eYeScan (Fancom BV, Panningen - The Netherlands), Pigwei (Ymaging, Barcelona – Spain), OptiSCAN 
(Hölscher + Leuschner GmbH, Emsburen – Germany), Growth Sensor (GroStat, Newport), and WUGGL 
One (WUGGL GmbH, Lebring – Österreich).  These systems mainly rely on information from 2D and 3D 
image data.  However, these systems lack transparency in algorithms used to make predictions and in 
their predictive abilities (i.e., unclear accuracy and precision).  Ultimately, none have proved to be 
readily available to install and utilize on farm to reduce sort loss. This further illustrates the gap that 
exists in the industry lacking a consistent, non-arduous, yet accurate method to capture weights. 
 
Objectives 
 
The overall objective of this research project is to identify a technology that can rapidly, and accurately, 
assess pig body weight at market.  In order to complete the objective, the research team will; 

1. Develop a unique methodology to assess pig body weight using stereo vision combined with 
advanced image processing,   
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2. Validate the accuracy and effectiveness of the stereo vision method, as well as multiple 
commercially-available products designed to assess pig body weight, and,   

3. Determine if either the available technologies or the stereo vision method can be more accurate 
and effective at assessing pig body weight when compared to visual evaluation by animal 
caretakers.  
 

Materials and Methods 
 
Two sites were included in the accuracy study on visual evaluation, they will be referred to as Site One 
and Site Two. At Site One, 522 pigs were estimated. Each concrete-slatted pen contained approximately 
20 to 25 pigs, four nipple drinkers, and access to two feeder locations. An employee that is familiar with 
the genetics, management, and nutrition of the barn marked the pigs. This site marked pigs in four 
categories: cull (<100 kg or a physical hindrance that would cause the animal to be turned away by the 
plant), light (100-122.5 kg), market (122.5-131 kg), and heavy (>131 kg). This employee did not see the 
animals daily. One half of the pigs were weighed individually within 24 hours after they were marked, 
and the other half were weighed within 36 hours post-marking using a calibrated livestock scale. As the 
pig was weighed individually, it was noted which category they were marked. Accuracy was determined 
by whether the animal was marked in the correct category of the four by using the following equation: 
 
(Number of pigs marked in the correct category / total number of pigs in the category) x 100 
 
Site Two had a total of 468 pigs observed. This location held five pigs per pen, two nipple drinkers, and 
access to one feeder. The floors are solid concrete without slats. A third-party familiar with the pigs and 
their management, genetics, and nutrition marked only market weight pigs (122.5-131 kg). The 
individual saw the pigs approximately once a month. The pigs were marked in the morning and weighed 
in the afternoon. At that time, it was noted whether they were marked by the individual and believed to 
be market weight. Accuracy was determined by whether the pig was correctly marked as market weight 
or not using the same equation as above: 
 
(Number of pigs marked in the correct category / total number of pigs in the category) x 100 
 
Digital Visual Technologies 
Video data were collected using an Intel RealSense depth camera, model D435i (Intel, Santa Clara, CA, 
USA) at Site One and Site Two to being developing the stereo vision camera method.  The camera is 
portable with dimensions of 99 mm x 20 mm x 23 mm (length x depth x height).  The camera can be 
used in both indoor and outdoor environments with an ideal range between 0.5 meter and 3 meters.  
The device is capable of recording in both depth and RGB format (separately and simultaneously).  The 
device is developed with an active IR stereo depth technology with a maximum depth output resolution 
of 1280 x 720 pixels and a maximum frame rate of 90 frames per second (fps).  RGB format has a 
maximum frame resolution of 1920 x 1080 pixels and a maximum frame rate of 30 fps.  An example of 
the Intel RealSense depth camera, model D435i, is shown in Figure 3.1.  Intel RealSense D435i comes 
with Open RealSense Viewer software; v2.36.0 was used during this project for data inspection in the 
early stage of data collection (a visual example of Open RealSense Viewer Graphical User Interface (GUI) 
is shown in Figure 3.2 - top).    
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Fig. 3.1.  An Intel RealSense depth camera, model D435i, with the sensor and USB cable to connect to 
a machine. 

In the later stages of data collection (when collection workflow was more refined), a customized GUI 
was developed to collect data.  The GUI was written in Python v3.7.3 and used the Intel RealSense 
Software Development Kit (SDK), pyrealsense (Python, v2.35.2.1937), to access the device functionality.  
The GUI provided a quick and convenient way to record video data by fixing video settings and 
automating saving and file renaming functions.  An example of the custom GUI is shown in Figure 3.2 - 
bottom.   
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Fig. 3.2.  A visual example of Open RealSense Viewer GUI and custom GUI.  Top: Intel RealSense 
Viewer GUI.  Bottom: Custom GUI. 

The Intel RealSense depth camera was connected to a Lenovo ThinkPad laptop L13 Yoga model with the 
10th Generation IntelⓇ CoreTM i5 (Lenovo, Beijing, China).  The laptop ran the Windows 10 Home 64 
operating system (Microsoft, Redmond, WA, USA) with all required and aforementioned software and 
programs that support the depth camera and data collection process. A homemade setup was deployed 
to allow all devices to be carried with ease and the data collection steps to be operated by a single 
person.  A visual example of the setup is shown in Figure 3.3. 

 

Fig. 3.3. An example of the camera system setup for data collection. 

 
Data labeling was done using MATLAB’s image labeler application (R2020a, academic use license, 
MathWorks, Natick, MA, USA).  Data analyses in this project are done using R Studio (with R v3.6.0), 
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Python (v3.7.3), Tensorflow (v1.15.2), Sci-kit Learn (v0.22.2), openCV (v3.4.3), and external modules 
written in Python and C++17.  Data visualizations are done in R Studio, Matplotlib: 2D Graphic 
Environment, and Seaborn. 
 
Data Collection Protocols 
The animal subjects were rounded in an enclosed area.  Individual pigs were then herded onto a 
weighing scale; depending on the type of scales (described above), the pig would either spend some 
time on the scale or simply walk over it.  A subset of pigs was measured using a regular weighing scale in 
which they had to spend time on the scale; for some of these pigs, body dimension measurements were 
taken as well.  If that was the case, the pig would spend some more time on the scale until their body 
dimension measurements were taken.  The locations where body dimension measurements were taken 
are shown in Figure 3.4.  After getting off the weighing scale, the pig was let into another enclosed area 
where it was allowed to move freely within the perimeter.  Videos of individual pigs were recorded, 
using the digital visual system described in the previous section, while the animals were in this area.  
After collecting a decent amount of footage, the pig was then herded back into its pen.  This process was 
repeated for each individual pig.   

 

Fig. 3.4.  Locations where pig body dimension measurements were taken.  Red line indicated where 
the length measurement was taken.  Green indicated where the girth measurement was taken.  Blue 
indicated where the width measurement was taken. 

 
Data Formats 
Raw visual data were collected as videos with both RGB and depth information and saved in .bag files 
(the default file format output by Intel RealSense depth camera when depth information is included).  
Each video file was extracted into a collection of individual RGB frames, RGB-depth frames (in which 
depth information is represented in RGB format), depth frames, and point clouds.  Before pre-
processing, RGB and depth frames were of size 848 x 480 pixels.  For point cloud data, the majority of 
points that did not belong to the pig instance were discarded; depending on the size of the pigs, the 
number of points for each point cloud varied.  As a result, points in point clouds were sampled under 
uniform distribution to standardize each point cloud to 2,048 points.  Examples of each visual data 
format (including the pre- and post-sampling point clouds) are shown in Figure 3.5.  Swine live weight 
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data, depending on the type of scale used, were in kilograms (kg) and pounds (lbs.); all weight 
measurements were later converted to pounds for consistency.  Pig body dimension measurements 
were in inches (in). 

  

  

Fig. 3.5. Examples of different formats of visual data of the same pig.  Top left: example of RGB 
format.  Top right: example of RGB-depth format.  Bottom left: example of complete point cloud.  
Bottom right: example of sampled point cloud. 

 
Data Analysis Workflow 
This study proposed a new pipeline that used visual data from any angle to estimate pig live weight.  The 
pipeline is data-centric and includes multiple algorithms to make sense of processed data at different 
stages.  Before data entered this pipeline, RGB frames were inspected manually; frames in which the full 
pig body was not visible and blurry frames were discarded from the data set.  Depth frames and point 
clouds that corresponded to the discarded RGB frames were also removed from the data set. There are 
three major stages in this pipeline: object identification and instance segmentation, automatic features 
extraction, and weight regression 
 
Objects Detection with Mask R-CNN and GrabCut Segmentation 
This section describes the method used in the object identification and instance segmentation stage of 
the proposed pipeline.  The section includes motivation for the method, data used, pre-processing 
techniques, algorithm description, and model training and selection.  Figure 3.7 shows the specific steps 
in this stage.  The mask region-based convolutional neural network (mask R-CNN) used in this project 
was written by Matterport, Inc.  
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Fig. 3.7. Graph describing object detection/instance segmentation stage. 

 
Motivation 
The proposed pipeline for pig body weight estimation using stereo vision and advanced image 
processing focused on being an accurate, automated and rapid assessment.  Different from many 
previous studies that applied stereo vision to pig body weight/dimensions assessment this project used 
images of pigs from various angles (instead of a single, standardized view, such as top-view or side-view) 
and at various poses (i.e., the animal’s body was not constricted to be in a perfect head-to-tail 
alignment).  The proposed approach aimed to extract features learned by an automated computer 
vision model (which may or may not make sense to human visual perception) of the animal’s body from 
the depth scene captured by stereo vision camera.  To efficiently extract meaningful features, this stage 
in the processing pipeline first identified individual pigs in the scenes.  Segmenting objects of interest 
from the background was proven to be a good way to initialize and fit a 3D model [41].  
            Although there exist models such as Faster Region-based Convolutional Neural Network (R-CNN) 
for high accuracy and You Only Look Once (YOLO) for better speed, the trade-off between accuracy and 
speed still exists.  The limited amount of annotated data available for this project was another practical 
aspect to consider.  Additionally, a robust and flexible model that can output accurate predictions for 
pigs of different sizes and shapes, under various background settings was desired.  
Previously mentioned networks had the full capability of instance segmentation.  However, to achieve 
good results, high quality annotated data are required.  The process of annotation instances in images is 
labor intensive.  To avoid requiring labor-intensive annotation methods for this work, a hybrid, semi-
automated approach of instance segmentation was explored.  
 
Data and data pre-processing 
Data used in this stage were images in RGB and RGB-depth format.  Only a subset of the entire dataset 
(3065 samples out of 70060 images) was used to train the objects/instances detection model.  
Specifically, 1047 RGB frames and 1047 corresponding RGB-depth frames were used in training and 
validation.  The rest of the dataset in both RGB and RGB-depth frames were used as the test set.  
Training/validation and testing data were from different research barns with different background and 
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lighting settings.  Manual visual inspection was done to select frames with full pig’s body in view and 
little to no holes in the depth imagery (caused by lighting saturation) on the animal’s body.  Depth 
frames and corresponding RGB frames were aligned to make sure corresponding pixels in the two 
formats were at the same (x, y) location.  Individual pigs were manually annotated using bounding boxes 
in MATLAB Image Labeler GUI.  Samples of a RGB frame, its corresponding RGB-depth, and an annotated 
RGB frame are shown in Figure 3.8.  Ground truth annotations were then converted to COCO format and 
were saved in JSON files.  Key-points in the annotations are the starting (x, y) coordinates of the top left 
corner of the bounding box, and the dimensions of the ground truth bounding box (width and height).  
Rectangular masks were generated using this information.  Table 3.1 shows the information stored in 
COCO annotations and the formats of these data.  Samples of the rectangular masks generated for the 
ground truths are shown in Figure 3.9.  Additionally, all training/validation images were resized to 512 x 
512 pixels and key-points were mapped onto resized images accordingly.  The annotated data were then 
split into training and validation sets of 702 and 176 images, respectively.  Test data were in the original 
size of 848 x 480 pixels. 

   

Fig. 3.8.  Examples of data used in the objects detection model training.  Left: an RGB frame.  Middle: 
corresponding RGB-depth frame.  Right: RGB frame that had been annotated. 

 
 

TABLE 3.1  
Information Stored in COCO Annotations 

Data field Data format 

Image_id (unique) integer 

num_keypoints integer 

category_id 1 for pig and 0 for background 

bbox [x, y, width, height]; integer values 
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Fig. 3.9. Examples of the rectangular masks for ground truths. 
 
 

Additionally, training/validation and testing RGB images were pre-processed with contrast limited 
adaptive histogram equalization (CLAHE) [44] to improve the image quality and contrast between pig 
body pixels and background pixels.  Figure 3.10 shows the difference between image before and after 
histogram equalization.   

  

Fig. 3.10. Examples of an image frame before and after CLAHE.  Left: image before applying CLAHE.  
Right: image after applying CLAHE. 

 
Mask R-CNN  
The mask R-CNN model was leveraged to obtain higher detection accuracy of pig’s body detection. 
Additionally, mask R-CNN models perform well on data with a diverse set of background settings.  This 
satisfied the flexibility requirement for the model.   
            Object detection with faster R-CNN consists of two stages.  The first stage contains a Region 
Proposal Network (RPN) that gives the object bounding boxes.  The second stage is a fast R-CNN that 
extracts features using ROIPool from each object box and performs classification and bounding box 
regression.  Mask R-CNN adopts the same structure, but in the second stage, along with predicting the 
class and the bounding box, it outputs a binary mask in parallel.   
 
Data and data pre-processing 
Data used in this stage were in 3D point-cloud format.  Point-clouds are sets of order-invariant points.  
These points are defined in a coordinate space (often following the x, y, z coordinate system) and 
sampled from the object's surface to describe spatial-semantic information.  Compared to other 3D 
formats such as volumetric and multi-view representations, point-cloud data is sparse, which can 
decrease computational costs and noise.  In this project, point-clouds were computed using information 
from masked depth frames with the masks produced by the instance segmentation process (described 
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in Section II of this chapter).  These point-clouds contain mostly points that belong on the pig body’s 
surface.  The point-clouds were stored in 3D matrices, and each point was represented as a vector (x, y, 
and z).  Using filtered point-clouds significantly removed the number of points (and information) needed 
to be processed.  However, different point-clouds, depending on the positions and sizes of the animals, 
had different numbers of points.  To standardize the point-cloud dataset, point-clouds were down 
sampled to 2048 points/point-cloud; uniform sampling was used.  The choice of architecture and the 
size of each point clouds followed the accuracy and results as shown in [54].  Figure 3.14 shows an 
example of a point-cloud before and after down sampling.  After down sampling, the point-clouds 
dataset is of shape 3065 x 2048 x 3 representing the number of samples, number of points, and number 
of values in each point vector, respectively. 

  

Fig. 3.14.  An example of a point-cloud before (left) and after (right) down sampling. 

Point-cloud Auto-Encoder for feature extraction 
With ever increasing applications of deep neural networks (DNN) and 3D data, studies have been 
exploring how these networks can be used to further extract information from point-clouds.  Several 
networks have been experimented as unsupervised feature learning models for point-cloud data.  These 
networks often focus on a single task and include autoencoders (AE), generative adversarial networks 
(GAN), variational autoencoders (VAE), and Gaussian mixture models (GMM).  There are also studies 
that explored supervised models with complex graphical DNN that can be used for multi-task.  
 
An AE learns to reproduce its inputs by compressing and representing important information in lower 
dimensions.  AE networks outputs are called codes or latent vectors.  Figure 3.15 shows the general 
framework of an AE network.  The Encoder (E) learns to compress input data 𝑥𝑥into low-dimensional 
latent representation 𝑧𝑧.  The Decoder (D) uses the encoded information from latent representation to 
reconstruct a signal 𝑥𝑥� that is as close to the original signal 𝑥𝑥 as possible.  AE networks are useful when 
encoded information 𝑧𝑧 is in much lower dimension than that of the original inputs, and the network is 
still able to reconstruct a signal 𝑥𝑥� that is highly close to the original signal 𝑥𝑥.  Note that the AE network 
used for this project did not have generative ability in which it can synthesize new data; the model’s 
main goal is to represent data in the space of lower dimension. 
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Fig. 3.15. General framework of an AE network. 
 

 
Metrics 
Similar to any general machine learning algorithms, AE networks evaluate their learning progress by 
minimizing a loss function.  Specifically, the point-cloud AE model needs to minimize the distance 
between 𝑥𝑥� point-cloud and 𝑥𝑥 point-cloud during training for every point-cloud sample.  There are two 
prominent permutation-invariant metrics for comparing unordered point sets: Earth Mover’s distance 
(EMD) [64] and Chamfer (pseudo)-distance (CD).   
 
For two same sized point sets (𝑆𝑆1, 𝑆𝑆2) in 3-dimensional space (𝑅𝑅3), their EMD is defined by Equation 3.5 

𝑑𝑑𝐸𝐸𝐸𝐸𝐸𝐸(𝑆𝑆1, 𝑆𝑆2)  =  𝑚𝑚𝑚𝑚𝑚𝑚𝜑𝜑: 𝑆𝑆1 → 𝑆𝑆2  � || 𝑥𝑥 −  𝜑𝜑(𝑥𝑥) ||2
𝑥𝑥 ∈ 𝑆𝑆1

 (3.5) 

 
where 𝜑𝜑 is a bijection.  As a loss function, EMD is differentiable almost everywhere.  CD measures the 
squared distance between points in one set to its nearest neighbor in the other set.  CD is differentiable 
everywhere and more efficient to compute than EMD.  Equation 3.6 describes CD in a mathematical 
formula. 

𝑑𝑑𝐶𝐶𝐸𝐸(𝑆𝑆1, 𝑆𝑆2)  =  � 𝑚𝑚𝑚𝑚𝑚𝑚𝑦𝑦 ∈ 𝑆𝑆2|| 𝑥𝑥 −  𝑦𝑦 ||22
𝑥𝑥 ∈ 𝑆𝑆1

 +  � 𝑚𝑚𝑚𝑚𝑚𝑚𝑥𝑥 ∈ 𝑆𝑆1|| 𝑥𝑥 −  𝑦𝑦 ||22
𝑦𝑦 ∈ 𝑆𝑆2

 (3.6) 

 
The implementation of the AE network used in this project has both EMD and CD as loss functions.  
However, CD was used as the loss function for both training and evaluation as it was more efficient to 
compute and was more robustly tested compared to EMD. 
 
Experiment 
The main focus of the AE network in this project was to capture a meaningful representation of the 
point-clouds in lower dimensions.  One way to evaluate how well the model learns the lower 
representation is to test if the model is able to reconstruct quality point-clouds of unknown point-
clouds.  As a result, the dataset (3065 samples) was split into 80-20% train-test splits.  Four hyper-
parameters were tuned for this project.  Table 3.4 displays the available values of these hyper-
parameters.  Exhaustive grid search was used to explore all combinations of parameters during tuning.  
A total of 32 models were trained and tested.  CD loss was computed using ground truth test set and 
reconstructed test set.  All models were trained using CD loss and for a total of 500 epochs.   
 
Weight Regression Models 
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This section describes the models used in the weight regression stage of the proposed pipeline.  The 
section includes motivation for each model, data used in the stage, pre-processing techniques, 
algorithm description, and models’ training and selection.  Figure 3.16 shows the specific steps in this 
stage.  Regression algorithms used in this project are from Scikit-Learn’s implementations. 
 
Motivation 
As mentioned in the previous section, this project used machine features directly output by the point-
cloud auto-encoder model.  This set of features are in dimensions higher than 3-dimensional space.  As a 
result, to regress these features with weight, regression algorithms that can handle high dimensional 
data are needed.  Previous studies that regressed weight with hand-crafted and automated features 
used various algorithms for regression including regression analysis [9], transfer functions [23], auto-
regressive model [24], and ANN [25, 30].  The regression algorithms chosen in those studies depended 
on the amount of data available, the type of data and the knowledge of feature space.  The goal of this 
project is to examine if the set of point-cloud AE extracted features are capable of weight prediction.  
Since the knowledge of this feature space and amount of available data are limited, the project 
examines regression algorithms that can be easily used as a black box yet work with a limited amount of 
data and are robust enough to avoid overfitting.  
 
Data and data pre-processing 
Data used in this stage were latent vectors output by the point-cloud AE network (described in the 
previous section).  The data were in matrix format with shape 3065 samples x Number of features.  
Feature values ranged from 0 to 8.  No other preprocessing step was done on the dataset.  Besides 
weight labels, a manually labeled angle category (based on visual inspection of RGB frames) was 
available for each sample alongside a weight group label (based on the weight of the animal).  Figure 
3.17 shows examples of each angle category.  Table 3.6 defines each angle category and includes the 
sample count for each angle category.  Table 3.7 defines each weight group and their sample count. 
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Fig. 3.17. Examples of each angle category. Top left shows perfect top-view. Top right shows perfect side-view. 
Second row – left shows side angled-view. Second row right shows head first angled-view. Bottom shows hind 
first angled-view. 
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TABLE 3.6 
Definition and Frame Count for Each Angle Category 

Angle category Definition Frame count 

Perfect top view Top view without view of the side. The animal’s back may be 
straight or crooked 201 

Perfect side view Side view without view of the top/back. The animal’s back may 
be straight or crooked  231 

Angled side view Side view with some portion of the top and some portion of 
the side. Neither the animal’s head nor head is prominent 1766 

Angled view 
(head first) 

Similar to above but the animal’s head is prominent (i.e., the 
animal’s head is turning towards camera) 389 

Angled view 
(hind first) 

Similar to angled side view but the animal’s hind is prominent 
(i.e., the animal is walking away from the camera) 478 

 

TABLE 3.7 
Definition and Frame Count for Each Weight Category 

Weight category Definition (weight is in lbs.) Frame count 

Cull 𝑤𝑤𝑤𝑤𝑚𝑚𝑤𝑤ℎ𝑡𝑡 <  220 360 

Light  220 ≤ 𝑤𝑤𝑤𝑤𝑚𝑚𝑤𝑤ℎ𝑡𝑡 <  270 1002 

Ideal 270 ≤ 𝑤𝑤𝑤𝑤𝑚𝑚𝑤𝑤ℎ𝑡𝑡 <  290 927 

Heavy 290 ≤ 𝑤𝑤𝑤𝑤𝑚𝑚𝑤𝑤ℎ𝑡𝑡 776 

 
Weight regression models 
In this project, three main regression algorithms were examined: support vector regressor (SVR), multi-
layer perceptron (MLP) regressor, and adaptive boosting (AdaBoost) regressor with SVR as base 
estimator.  Additionally, a simple linear regression model between weight and heart girth was used as 
the baseline model for comparison. This subsection goes over the general framework of each regression 
algorithm.  SVR is an extension of the support vector machine (SVM) algorithm.  While SVM focuses on 
classification problems, SVR solves regression problems.  The main mechanism of the support vector 
algorithm is to construct a hyper-plane or a set of hyper-planes in a high dimensional space in which 
data points of any class can be separated.  When the problem is not linear, non-linear kernel functions 
or sampling within an acceptable error margin are used.  This project used Scikit-Learn’s implementation 
of 𝜖𝜖- SVR.  The implementation solves the dual problem in Equation 3.7 and the approximate function is 
shown in Equation 3.8.  The advantages of SVR include its effectiveness in high dimensional space, ability 
to work with a limited number of samples, and ability to work with non-linear problems by using diverse 
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kernel functions.  The algorithm’s disadvantages are over-fitting (which can be overcome by choosing 
the right kernel function and regularization terms) and an expensive prediction step. 

 

(3.7) 

 

(3.8) 

MLP is a supervised learning algorithm that approximate the function 𝑓𝑓(.): 𝑅𝑅𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖−𝑑𝑑𝑖𝑖𝑑𝑑  →
𝑅𝑅𝑜𝑜𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖−𝑑𝑑𝑖𝑖𝑑𝑑 by training on a dataset with labels [73].  The algorithm can approximate both linear and 
non-linear relationships between input and output data.  Figure 3.18 shows an example of the general 
architecture for a single hidden layer MLP.  The algorithm learns the target function by iteratively 
approximating the target function using training data through a process called backpropagation.  
Equation 3.9 shows the MLP algorithm in a formula (where 𝜂𝜂 is the learning rate and Loss is the loss 
function used for the network).  For regression tasks, MLP trains using backpropagation without an 
activation function in the output layer.  MLP regressor has the advantages of the ability to learn non-
linear target functions and to learn and predict in real time.  The disadvantages of this algorithm include 
overfitting (which can be avoided with tuning; but the tuning process is tedious), inconsistent accuracy 
due to randomization, and sensitivity to feature scaling.  
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Fig. 3.18. An example of the general architecture for a single hidden layer MLP [75]. 

 

 

(3.9) 

 
AdaBoost is one of many ensemble methods.  This class of learning algorithm combines prediction of 
several estimators (of a given learning algorithm) to improve overall accuracy and robustness of the 
model [76].  AdaBoost can be used for both classification and regression tasks.  AdaBoost relies on the 
combined predictions of several simple estimators of the same algorithm; for this project, a simple 
second degree polynomial SVR was chosen as the base algorithm for the estimators. 
 
Metrics 
Three main numerical values are used to evaluate regression models in this project.  The first is mean 
absolute error (MAE) of the model, computed using 10-fold cross validation (CV).  This value shows the 
overall error of each regression model.  Equation 3.10 describes MAE in a mathematical formula.  MAE 
has the same unit as the data; in this case, the unit of MAE is in pounds.  The second is the mean 
absolute percentage error (MAPE) of the model, computed using a fixed test set.  Equation 3.11 
describes MAPE in a mathematical formula.  The third is the 𝑅𝑅2 of the linear regression models between 
predicted weight and true weight.  𝑅𝑅2 values are only computed using the fixed test set that each model 
has not seen during training.  This value shows how closely related (in linear term) is predicted weight to 
true weight. 

𝑀𝑀𝑀𝑀𝑀𝑀 =  
1
𝑚𝑚
� | 𝑦𝑦𝑖𝑖𝑡𝑡𝑖𝑖𝑡𝑡  −  𝑦𝑦𝑖𝑖𝑡𝑡𝑡𝑡𝑑𝑑𝑖𝑖𝑝𝑝𝑖𝑖 |
𝑖𝑖

1

  (3.10) 

 

𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀 =  
1
𝑚𝑚
� |  

𝑦𝑦𝑖𝑖𝑡𝑡𝑖𝑖𝑡𝑡  −  𝑦𝑦𝑖𝑖𝑡𝑡𝑡𝑡𝑑𝑑𝑖𝑖𝑝𝑝𝑖𝑖
𝑦𝑦𝑖𝑖𝑡𝑡𝑖𝑖𝑡𝑡

 | × 100
𝑖𝑖

1

  (3.11) 

 
 
Experiment 
              The main focus of regression models is to test whether or not the latent features output by 
point-cloud AE (described in the previous section) are good predictors for pig body weight.  Each 
algorithm described above was tuned using the entire dataset.  Exhaustive grid search was used to find 
the best parameters for each algorithm; 10-fold CV and mean MAE were used to determine which 
parameter set produced the best weight prediction results.  Table 3.8 shows the value ranges of hyper-
parameters and the total number of models trained for each algorithm.  Once the best parameter set 
was determined for each regression model, the models were retrained on the 80-20 train-test split to 
produce prediction visualizations and compute linear regression 𝑅𝑅2 values between predicted and true 
weight to compare the regression algorithms with each other.  Table 3.9 shows the best parameter set 
for each regression algorithm.    
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Additionally, each regression model was compared to two baseline models.  The first baseline model is 
the median prediction model in which all predictions were set to the median value of the dataset.  The 
second baseline model is the linear regression between heart girth and weight.  

TABLE 3.8 
Values Ranges of Hyper-Parameters and Total Number of Trained Models for Each Regression 

Algorithm During Parameter Tuning 

Parameter Values range 

Support Vector Regressor - total number of models: 350 

Kernels Polynomial, Radial Basis Function, Linear 

Degrees (for Polynomial kernel only) 3 to 7  

C 1 to 5 

Epsilon 1 to 5 

Gamma Scale, Auto 

Multi-layer Perceptron Regressor - total number of models: 72 

Hidden layer size 

(50, 50, 50) 
(50, 100, 50)  

(100, 1) 
(30) 

(30, 30, 30) 
(30, 100, 30) 

Activation function ReLU, tanh, logistic 

Alpha 0.0001, 0.005 

Learning rate Constant, Adaptive 

Solver Adam 

AdaBoost - total number of models: 24 

Base estimator SVR (2nd degree polynomial) 
Decision tree regressor (max depth = 3) 

Number of estimators 10, 50, 100, 1000 

Loss functions Linearn, Square, Exponential 
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TABLE 3.9 
Best Parameters Set for Each Regression Algorithm 

Parameter Values range 

Support Vector Regressor  

Kernels Polynomial 

Degrees (for Polynomial kernel only) 4  

C 5 

Epsilon 5 

Gamma Scale 

Multi-layer Perceptron Regressor  

Hidden layer size (50, 100, 50)  

Activation function ReLU 

Alpha 0.0001 

Learning rate Constant 

Solver Adam 

AdaBoost  

Base estimator SVR (2nd degree polynomial) 

Number of estimators 10 

Loss functions linear 
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PigVision by Asimetrix mounted cameras over time 
 

A total of 12 pens measuring 2.44 meters wide and 3.05 meters long had PigVision by Asimetrix 
cameras mounted above them. The cameras were installed prior to placing pigs in the pens. Each 
camera was mounted on the ceiling and had 2.13 meters between the camera lens and the slatted floor. 
An extension was mounted in the ceiling to lower the cameras to the desired height. Each pen had one 
feeder and at least two nipple waterers, with some containing four nipple waterers. Each pen contained 
eight pigs at the beginning of data collection. Pigs were weighed on a professionally calibrated pen scale 
at the start of the trial. The average weight of the pigs at the beginning of collecting images was 17 
kilograms. The pen average was 137.4 kilograms. The cameras were set to capture an image anytime a 
pig was in proper position for weight estimation (i.e., full body in camera, standing). Average individual 
weights were reported once a day to the PigVision by Asimetrix portal interface. Pen weights were taken 
11 times using a pen scale corresponding with a change in feed phases (d4, d14, d24, d33, d48, d53, d67, 
d81, d96, d110, and d120). Individual weights were also collected the last four weigh days (d81, d96, 
d110, and d120). The pen scale utilized was calibrated with a 25-kilogram weight each time it was 
utilized. An individual average weight was recorded the same day from the portal to compare with 
weights taken at the farm. The camera lenses were cleaned weekly with lens wipes unless the image 
became unclear, then they were cleaned upon request from PigVision by Asimetrix employees. Pen scale 
weights were compared to the PigVision estimation at all days listed above. Accuracy is represented by 
the difference of the pen weight to the PigVision estimation using the following equation: 
 

100 – ((Pen weight – PigVision weight) / Pen weight)  
 
Comparison of multiple weight assessment methods 
At the time of marketing the pigs utilized in the mounted camera trial, three different weight 
assessment methods were compared. Human observation, PigVision cameras, and a walk-across scale 
(CIMA, Correggio, Italy). The CIMA walk-across scale is 70 centimeters wide with a 9-centimeter angled 
lip on each side. The length of the scale is 200 centimeters. The scale sits off the ground 8 centimeters. 
The scale was placed in an alley 90 centimeters wide, leaving approximately 10 centimeters on either 
side between the scale and the wall. The base of the scale has a telescopic arm that holds the scale 
head, the scale head also has RFID scanning and data storage capabilities. Neither of which were used in 
this scenario.  A third-party individual marked pigs believed to weigh more than 122.5 kilograms with a 
livestock marker approximately 12 hours prior to weighing. Pigs were first weighed by pen on a 
calibrated scale, then individually on the same scale. After being released from the pen scale, each 
individual pig was walked down an alley that contained the walk-across scale, which collected weights 
immediately. CIMA weights were taken immediately after individual weights were recorded. A rattle 
paddle was shaken to ensure consistent movement as they walked. After the pig walks across the scale, 
the scale head sounds an alarm and reports a weight. This was recorded immediately both on the device 
and manually by an observer. Accuracy for the PigVision camera and walk across scale were determined 
by how close the weight was to the validated weight using the same equation as above: 

 
100 – ((Pen weight – PigVision weight) / Pen weight) 

 
Human observation accuracy was determined by whether the pig was correctly marked as market 
weight or not using the same equation as above: 
 
(Number of pigs marked in the correct category / total number of pigs in the category) x 100 
Accuracy measures were then compared between weight assessment methods.  
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Statistical Analysis 
All data was analyzed using the GLM procedures of SAS (SAS Inst. Inc., Cary, NC). In Study 2, (PigVision) 
the pen was used as the experimental unit for accuracy and analyzed with repeated measures in time. 
Differences were considered statistically significant at P ≤ 0.05 and tendencies were considered when 
0.05 ≤ P ≤ 0.10. Least squared means were reported with the SEM where appropriate. 
 
Results 
 
Visual Evaluation 
The accuracy of Site One’s four categories is reported in Table 2.1 in addition to the overall accuracy for 
Site Two. A total of 522 pigs were evaluated for Site One. The overall accuracy for Site One was 81.8%. A 
total of 468 pigs were evaluated for Site Two. 
 

Table 2.1. Accuracy of Pig Weights Measured by Human Observation 

 Cull  Light  Market  Heavy   
Site 1       
n 88 208 140 86   
Accuracy, % 100 97.6 42.4 88   
       
Site 2       
n  3  205  195  67    
Accuracy, % - - 82.5 -     

 
A total of 733 individual pigs were used to collect videos for weight estimation.  From the videos of 
these pigs, 3,065 frames were chosen; each frame was stored in RGB and depth formats and had 
corresponding point clouds.  Because frames were extracted from videos of individual pigs, multiple 
frames represented the same pig, and body measurements were also duplicated in the frames dataset.  
The frames dataset can be seen as an oversampled version of the individual pig’s dataset.  The number 
of pigs and frames from each barn location are included in Table 4.1.  The following analysis results 
include side-by-side comparison between the dataset that considered only individual pigs and the 
dataset that considered frames of pigs.  The results shown in other sections of this chapter include only 
the analysis of the frames dataset. 

TABLE 4.1 
Amount of Data Coming from Each Research Location 

Barn location Number of pigs Number of frames 

Site Two 149 1,047 

Site One 499 1,787 

NC State swine research units 85 231 

Total 733 3,065 
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Only a subset of pigs has their body dimension measurements taken due to the labor intensity needed 
to acquire those measurements.  As a result, the numbers of samples that contain each or all three-
dimension measurements are less than the total number of samples.  The exact numbers of samples 
that contain each or all three dimension measurements are included in Table 4.2.  Note that all samples 
have weight measurements. 

TABLE 4.2 
Number of Samples that Have Each and All Three Body Dimension Measurements 

 Number of pigs Number of frames 

Has length 149 1,047 

Has width 149 1,047 

Has girth 396 1,454 

Has all three 76 332 

 
Visual inspection of weight histograms (Figure 4.1) shows that weight distributions are left skewed for 
both individual pigs and frames datasets.  Box plots (Figure 4.2) confirms that weight distribution is 
skewed with the mean lying between 250 - 280 lbs.  There are also outliers at the lower end of the 
weight range (underweight/cull pigs).  Box plots for body dimension measurements for both datasets 
are also included with side-by-side comparison between datasets (Figure 4.3 for length, width, and 
girth).  With the exception of width measurement, length and girth distributions are similar between the 
two datasets.  The exact quartile values of measurements of individual pig’s data are shown in Table 4.3, 
and the exact quartile values of measurements of individual frames data are shown in Table 4.4.   

  

Fig. 4.1. Weight histograms of datasets.  Left: weight distribution based on individual pigs.  Right: 
weight distribution based on individual frames. 
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Fig. 4.2. Box plots of weight distributions.  Left is from individual pigs dataset; right is from individual 
frames dataset. 

 

  

  

  

Fig. 4.3. Box plots of pig body dimension measurements distributions.  Left side is from the individual 
pig’s dataset; the right side is from the individual frames dataset. 
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TABLE 4.3 
The Exact Quartile Values of Measurements for Individual Pigs Dataset 

 Weight (lbs.) Length (in) Width (in) Girth (in) 

Minimum 114.00 30.00 7.00 37.50 

1st quantile 240.00 32.00 9.00 45.00 

Median 270.00 33.00 11.00 47.00 

Mean 262.10 32.98 11.28 46.69 

3rd quantile 287.50 34.00 13.50 48.50 

Maximum 346.00 36.00 15.00 52.50 

 

TABLE 4.4 
The Exact Quartile Values of Measurements for Individual Frames Dataset 

 Weight (lbs.) Length (in) Width (in) Girth (in) 

Minimum 114.00 30.00 7.00 37.50 

1st quantile 245.80 32.50 10.00 45.50 

Median 274.00 33.00 13.00 47.00 

Mean 265.80 32.94 12.05 46.73 

3rd quantile 290.00 33.50 14.00 48.50 

Maximum 346.00 36.00 15.00 52.50 

 
Relationships between weight and pig body dimension measurements 
Table 4.5 reports the correlation coefficients (for both datasets) between weight and other body 
dimension measurements.  The coefficients confirm that girth has the highest positive correlation with 
girth (𝑅𝑅2 =  0.94 for individual pigs data; 𝑅𝑅2 =  0.93 for individual frames data).   Figure 4.4 shows the 
collection of scatter plots between weight and other measurements.  The scatter plot between weight 
and width shows that there might be a non-linear relationship between weight and width.  Again, the 
correlation coefficients and scatter plots of the two datasets are fairly similar. 
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Fig. 4.4. Scatter plots between weight and other body measurements.  Left side is from individual pigs 
data; the right side is from individual frames data. 
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TABLE 4.5 
Correlation Coefficients Between Weight and Other Body Dimension Measurements 

 Weight in individual pigs data Weight in individual frames data 

Length 0.40 0.41 

Width 0.52 0.47 

Girth 0.94 0.93 

 
Correlation coefficients and scatter plots show that body dimension measurements and weight may 
have some meaningful relationships.  To confirm this and further investigate these relationships, data 
were fitted using simple linear regression.  P-values, coefficients, adjusted R-squared, and sample size of 
the data of various linear regression models are reported in Table 4.6 (for individual pig’s data) and 
Table 4.7 (for individual frames data).  The linear regression models confirm that girth can be used to 
make sufficient predictions for weight.  However, adding length and/or width to girth do not 
significantly improve the model.  The results of these linear regression models indicate that, compared 
to girth, length and width (individually and combinatorically) are not good predictors of weight. 
 

TABLE 4.6 
Results of Various Linear Regression Models for Individual Pigs Data 

Coefficient (p-
value) 

Length  
(p-value) 

Width  
(p-value) 

Girth  
(p-value) 

Adjusted  
R-squared Sample size 

- 285.14  
(< 0.001)   11.88 

(< 0.001) 0.88 396 

- 148.79 
(< 0.001) 

2.45 
(< 0.001)  7.39 

(< 0.001) 0.63 76 

- 71.28 
(< 0.01)  2.49 

(< 0.05) 
6.97 
(< 0.001) 0.61 76 

- 131.22 
(< 0.001) 

2.12 
(< 0.01) 

1.27 
(> 0.05) 

6.99 
(< 0.001) 0.63 76 

47.91 
(> 0.05) 

5.86 
(< 0.001) 

3.81 
(< 0.001)  0.40 149 

72.45 
(> 0.05) 

6.42 
(< 0.001)   0.16 149 

238.91 
(< 0.001)  4.02 

(< 0.001)  0.26 149 
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TABLE 4.7 
Results of Various Linear Regression Models for Individual Frames Data 

Coefficient (p-
value) 

Length  
(p-value) 

Width  
(p-value) 

Girth  
(p-value) 

Adjusted  
R-squared Sample size 

- 276.33  
(< 0.001)   11.69 

(< 0.001) 0.86 1454 

- 138.33 
(< 0.001) 

1.97 
(< 0.001)  7.50 

(< 0.001) 0.66 332 

- 75.41 
(< 0.001)  2.02 

(< 0.001) 
7.16 
(< 0.001) 0.65 332 

- 123.76 
(< 0.001) 

1.67 
(< 0.001) 

0.92 
(> 0.05) 

1.67 
(< 0.001) 0.66 332 

5.09 
(> 0.05) 

7.10 
(< 0.001) 

3.97 
(< 0.001)  0.38 1047 

44.47 
(< 0.001) 

7.35 
(< 0.001)   0.17 1047 

237.58 
(< 0.001)  4.08 

(< 0.001)  0.22 1047 

 
As shown in the scatter plots above, width may have a non-linear relationship with weight; the scatter 
plots resemble a third-degree polynomial.  Third degree polynomial regression models were fitted with 
width as a predictor using both datasets.  The results of the regression models are reported in Table 4.8.  
Compared to linear regression models (using only width), the third-degree polynomial models perform 
better; however, these models are still not comparable to linear regression models using girth as a 
predictor of weight. 
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TABLE 4.8 
Third-Degree Polynomial Regression Models Using Width as a Predictor of Weight 

Coefficient (p-
value) 

Width  
(p-value) 

Width2  
(p-value) 

Width3  
(p-value) 

Adjusted  
R-squared Dataset 

284.28 
(< 0.001) 

108.93 
(< 0.001) 

11.06 
(> 0.05) 

77.70 
(< 0.001) 0.40 Individual pigs 

286.70 
(< 0.001) 

268.84 
(< 0.001) 

111.35 
(< 0.001) 

205.41 
(< 0.001) 0.39 Individual 

frames 

 
Objects Detection and Instances Segmentation Results 
This section reports the results obtained from the experiment with the proposed object 
detection/instance segmentation approach.  The section also includes the performance of the chosen 
model for object detection/instance segmentation. 
 
Object detection with mask R-CNN 
As there are over a thousand of test samples, the mask R-CNN model was chosen using the mean 
average precision (mAP) value.  The values were computed using validation data.  Table 4.9 shows the 
mAP values for various IoU thresholds for all mask R-CNN models.  Mask R-CNN with ResNet101 as 
backbone, which was trained for 50 epochs, was chosen as the final model as it had the highest mAP 
values. 

TABLE 4.9 
AP Scores with Different IoU Thresholds for Different Mask R-CNN Models 

Backbone Trained epochs AP50 AP75 AP95 

ResNet50 10 0.2704 0.2704 0.2704 

ResNet101 10 0.9375 0.9375 0.9375 

ResNet101 50 0.9943 0.9943 0.9943 

 
The chosen mask R-CNN model was retrained with all training/validation (1047 samples) data.  Figure 
4.5 displays the learning curves of the model during training.  Figure 4.6 shows some examples of 
bounding box detections output by the model on the test data; note that all examples were from 
different background and lighting settings. 
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Fig. 4.5. Chosen mask R-CNN model learning curves.  

 

 

  

Fig. 4.6. Examples of bounding box detections output by the chosen mask R-CNN model.  The model 
include a probability of certainty for prediction. 

 
Instance segmentation with GrabCut algorithm 
As there is no ground truth for instance segmentation, results of the GrabCut algorithm were evaluated 
by manually and visually examining some outputs.  Figure 4.7 shows some segmentation masks output 
by the GrabCut algorithm. 
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Fig. 4.7. Examples of segmentation masks output by GrabCut algorithm.  Left shows the original 
image.  Middle shows the binary instance mask output.  Right shows the result of applying the mask 
on the original image. 

 
Automatic Features Extraction  
This section reports the results obtained from the experiment with the proposed automatic features 
extraction approach.  The section also includes the performance and output samples of the chosen 
model for features extraction. 
 
Hyper-parameters tuning 
There was a total of 32 AE models that were trained and tested.  They all had different parameter values 
and were numbered from 0 to 31.  The final model was chosen based on the CD loss values computed 
on the test set.  The exact loss values of training and testing for each model are reported in Table 4.10.  
The minimum train and test loss values are in bold.  The test loss of the chosen point-cloud AE model is 
0.049920787313376624. 
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TABLE 4.10 
Exact Loss Values of Each Point-Cloud AE Model During Hyper-Parameters Tuning 

Model number Train Loss Test Loss 

0 0.005547816 0.07237739579791737 

1 0.003054631 0.05876160842764795 

2 0.005045143               0.08393297350649916 

3 0.002868977 0.05339364172832835 

4 0.005241024 0.09728719179848563 

5 0.003027162 0.05471666708032963 

6 0.004933893 0.10752840853046425 

7 0.002499489 0.05191293888037256 

8 0.005202442 0.11372693669097782 

9 0.003206668 0.050636973985557894 

10 0.005060699 0.06887444187557615 

11 0.003131914 0.0556725942420163 

12 0.005524908 0.07573859831610218 

13 0.002693791 0.05522096004734658 

14 0.004553601 0.08350118539615052 

15 0.002375684 0.05024883034347473 

16 0.005561526 0.09697761088712914 

17 0.003188366 0.060084280288802916 

18 0.004830842 0.07014739919538734 

19 0.002476076 0.05194711610915775 

20 0.005256116 0.07825550859506351 

21 0.002900534 0.053196363881210317 

22 0.004777949 0.0673531592027122 

23 0.002480452 0.050476572763224224 
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24 0.005855201 0.08168291625849151 

25 0.003229632 0.05406916007739618 

26 0.005483308 0.09464117666337947 

27 0.002612806 0.05228784145431063 

28 0.005493415 0.11122872455454282 

29 0.003023291 0.049920787313376624 

30 0.005300778 0.07714360674352572 

31 0.002380572 0.05809713813309006 

 
Chosen point-cloud AE model 
The chosen hyper-parameters were then used to retrain the point-cloud AE model using the entire 
dataset.  Figure 4.8 shows the training loss of the model during training.  The final model has the training 
loss of 0.002171663.  Another way to evaluate the chosen point-cloud AE model’s performance is to 
manually examine the model’s reconstruction outputs and compare them with their respective original 
point-clouds.  Figure 4.9 shows some examples of reconstruction outputs side-by-side with their 
respective original point-clouds.  Note that the segmentation mask outputs from the previous stage 
were not perfect for all samples; as a result, some masks contain images’ background.  This led to some 
points that belong to the background (instead of the pig) being included in the point-clouds used to train 
the point-cloud AE network.   

 

Fig. 4.8. Training loss of chosen point-cloud AE model during training. 
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Fig. 4.9. Examples of reconstruction outputs (right) side-by-side with their respective original point-
clouds (left). 
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Weight Regression Models 
This section reports the performance of weight regression models described in chapter 3 (Method).  The 
two main evaluation metrics, as mentioned before, are 10-fold CV MAE and 𝑅𝑅2 values of the linear 
regression model between the output predictions and true weight.  The predictions were output from 
regression models (trained on 80% of the entire dataset) on unseen test data (20% of the entire 
dataset).  Additionally, due to the large number of models tuned for each regression algorithm and how 
the best model was chosen during each tuning process (model that had the lowest 10-fold CV MAE), the 
result of every model will not be reported in this chapter.  This section reports the results of the best 
model for each algorithm to compare those algorithms’ performance. 
 
SVR performance 
After the tuning process, the chosen SVR model had the 10-fold CV MAE of 20.440 lbs.  When tested on 
unseen data, the model output an MAE value of 18.943 lbs.  Figure 4.10 shows the residual plot of SVR 
predictions on unseen data.  The plot shows that the model tends to predict samples to be around the 
ideal weight range; hence, for samples of lighter weight, the model often over predicts while under 
predicting samples of higher weight.  When looking at predictions separated by angle groups, the same 
pattern of prediction remains.  Figure 4.11 shows the residual plots of prediction on unseen data 
separated by angle groups. 

 

Fig. 4.10. The residual plot of SVR predictions on unseen data.  Points on the horizontal line are 
correct prediction. 
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Fig. 4.11. Residual plots of SVR predictions on unseen data separated by angle groups. Top left is the 
perfect top-view group.  Top right is the perfect side-view group.  Second row left is the angled side-
view group.  Second row right is the angled view (head first) group.  The bottom is the angled view 
(hind first) group. 
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MLP performance 
After the tuning process, the chosen MLP model had the 10-fold CV MAE of 25.486 lbs.  When tested on 
unseen data, the model output an MAE value of 25.869 lbs.  Figure 4.12 shows the residual plot of MLP 
predictions on unseen data.  The plot shows that the model tends to predict samples to be around the 
lightweight range; hence, for samples of lighter weight, the model often over predicts while under 
predicting samples of higher weight.  When looking at predictions separated by angle groups, different 
patterns emerge for different angle groups.  The residual is randomly distributed for perfect top-view, 
angled side-view, angled view (head first), and angled view (hind first).  For the perfect side-view group, 
the model tends to predict on the lightweight range.  Figure 4.13 shows the residual plots of prediction 
on unseen data separated by angle groups. 

 

Fig. 4.12. The residual plot of MLP predictions on unseen data.  Points on the horizontal line are 
correct prediction. 
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Fig. 4.13. Residual plots of MLP predictions on unseen data separated by angle groups. Top left is the 
perfect top-view group.  Top right is the perfect side-view group.  Second row left is the angled side-
view group.  Second row right is the angled view (head first) group.  The bottom is the angled view 
(hind first) group. 

 
AdaBoost performance 
After the tuning process, the chosen AdaBoost model had the 10-fold CV MAE of 24.759 lbs.  When 
tested on unseen data, the model output an MAE value of 23.899 lbs.  Figure 4.14 shows the residual 
plot of AdaBoost predictions on unseen data.  The plot shows that the model tends to predict samples 
to be around the ideal weight range; hence, for samples of lighter weight, the model often over predicts 
while under predicting samples of higher weight.  When looking at predictions separated by angle 
groups, the same pattern of prediction remains.  Figure 4.15 shows the residual plots of prediction on 
unseen data separated by angle groups. 
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Fig. 4.14. The residual plot of AdaBoost predictions on unseen data.  Points on the horizontal line are 
correct prediction. 
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Fig. 4.15. Residual plots of AdaBoost predictions on unseen data separated by angle groups. Top left is 
the perfect top-view group.  Top right is the perfect side-view group.  Second row left is the angled 
side-view group.  Second row right is the angled view (head first) group.  The bottom is the angled 
view (hind first) group. 

 
Models comparison 
As mentioned in the method chapter, the two baseline models for weight regression are the median 
prediction and the linear regression between heart girth and weight.  Table 4.11 reports the evaluation 
results of all regression models including baseline models.  As the median prediction model used the 
median value of the dataset for all predictions, a linear regression cannot be fitted using the prediction 
and true weight for this model.  As a result, there is no 𝑅𝑅2 value for the median prediction model.  
Additionally, the MAE value for the median prediction model is the overall MAE of the model, instead of 
the mean MAE value computed from the 10-fold CV process.  Note that the 𝑅𝑅2 value of the linear 
regression model between heart girth and weight has been reported in the Raw Data Analysis section of 
this chapter.  Additionally, only a subset (approximately 50% of the entire dataset) of the data had girth 
measurements.  Figure 4.16 shows the scatter plot of the (regression) predicted weight and true weight 
for each regression algorithm.  Figure 4.17 shows the predicted weight distribution among models 
compared to the test set’s weight distribution and the weight distribution of the whole dataset 
compared to the test and train set after the 80-20 split.  The linear regression (heart girth and weight) 
baseline model has the lowest 10-fold CV MAE value and the highest 𝑅𝑅2 value.  Out of the three 
regression algorithms being examined in this project, SVR has the lowest 10-fold CV MAE value and 
highest 𝑅𝑅2 value.  
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TABLE 4.11 
Evaluation Results of All Regression Models Including Baseline Models 

Model 10-fold CV MAE (lbs.) 𝑅𝑅2 MAPE (%) 

Median prediction 27.109 -  9.7137  

Girth-weight Linear regression  8.954 0.8621 3.3468 

SVR 20.440 0.4176 7.5442 

MLP 25.486 0.2694 9.8993 

AdaBoost 24.759 0.2137 9.2082 

Lowest evaluation values are in bold 

 

  

  

Fig. 4.16. Scatter plots of (regression) predicted weight and true weight. 
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Fig. 4.17. Weight distribution comparisons.  Top is the comparison between the whole dataset and the 
train and test sets.  Bottom is the comparison between predicted weight from different weight 
regression models and the test set. 
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PigVision by Asimetrix mounted cameras over time 
 
The accuracy by weight over a 16-week period is shown in Figure 2.1. Accuracies increased 
significantly (P < 0.05) over time. The overall accuracy from placement to closeout was 94.1%. 
 

 

Differences of P ≤ 0.05 in the accuracies between weights are marked with different superscripts. 
 
Comparison of multiple weight assessment methods 
The accuracy of each of the three methods is divided into four categories: cull, light, market, and 
heavy. They were compared on a group of 91 pigs prior to closeout. The average individual weight 
taken using the calibrated pen scale was 125.9 kilograms at the time of marketing. These are reported 
in Table 2.2. The overall accuracy for human observation was 88.24%. The overall accuracy for the 
walk-across scale was 98.24%. The overall accuracy for PigVision was 96.01%. The walk across scale 
missed six data points out of 91 when the pig did not step correctly on the scale. 
 

Table 2.2. Accuracy (%) of Three Methods of Pig Weight Assessment 

 Cull Light Market Heavy   
N 8 30 18 35   
Visual Evaluation 100 70 94.4 97.1   
Walk-Across Scale 97.5 97.9 98.1 98.7   
PigVision 93.1 97.9 96.8 94.5      
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Originally, the goal of this study was to evaluate multiple camera imaging technologies including two 
handheld devices and another mounted camera system. However, although they initially agreed to let 
us test the equipment, when the companies were approached to start the trial, they declined to provide 
their equipment or allow us to purchase the systems. This could be due to the fact they are already 
aware that their product is inferior to those on the market, or they do not actually have a product to 
offer. This highlights the current problem in the industry of why these types of weight assessment 
devices are not commonly used in the industry although many examples are able to be found.  
 
This study presented a new approach to estimating pig live weight using a stereo imaging system.  The 
proposed method differed itself from previous studies in two aspects.  First, instead of using a stationary 
system that focuses on capturing data from a single point of view (angle), this method employed a 
mobile and handheld system that utilized angle-agnostic data.  This choice reduced the cost and effort 
of data collection.  Second, previous studies often relied on hand-crafted geometrical features to train 
weight regression models; this study used latent features compressed from raw point-cloud data to 
train weight regression models.  The final weight regression model examined the applicability of latent 
features as predictors of weight.   
 
Visual evaluation when compared to the other two methods in the final study was 8% lower than 
cameras and 10% lower than the walk across scale. The walk across scale missed 6.5% of the 
measurements taken, so that must be considered if the scale is implemented on a large operation; a 
2,400 head barn would miss around 150 animals if numbers from the current study are extrapolated. 
The studies performed evaluated three methods, two of which provide more than 90% accuracy. Clearly, 
humans are not perfect in predicting weight and there is plenty of room for improvement. The question 
to be answered is whether a producer is willing to sacrifice accuracy for labor and time. Based on 
calculated accuracies, the walk across scale was the best option tested. However, if it is unlikely for 
producers to use a scale or move all animals, PigVision provides more than a 90% accuracy. That is still 
more accurate than any of the human observations observed and is simple to use. The cameras provide 
weights each day and require no additional labor, except periodic lens cleaning.  
 
The results of this project also showed the potential of a handheld, mobile stereo imaging system as a 
noninvasive method for weight estimation.  The project achieved a major objective of estimating pig live 
weight at finishing using a handheld, portable stereo vision system and building a pipeline that can 
utilize angle-agnostic image data to estimate pig’s body weight.  Our goals was also to produce 
estimation within 10 to 15 lbs. of real body weight.  The current best model’s estimation produced 
results with a 20 lbs. error of real body weight.  However, the difficulties encountered and considered in 
this project could be used to refine the current pipeline in the future to improve weight estimation. This 
project expanded the current research efforts in developing and improving a noninvasive and accurate 
method to estimate pig live weights.  These efforts of optimizing and automating the process of 
monitoring pigs' health during their lifecycle can significantly improve output quantity and quality, and 
increase producer profitability.  
 
 


